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Introduction 

Identity fragmentation poses an increasing threat to the promise of big data in marketing 
analytics. Although event level records of advertiser and consumer actions have opened the 
door to a plethora of individual and household level modeling techniques, these fundamentally 
rely on the ability to integrate data recorded across different domains.  Key players across 
search, display, social networks and browser software are increasingly working to disrupt the 
ability to record events in a common identity space, leading to an almost total reliance on ID 
graphs to bring big data into usable analytical structures. For example, a typical advertising 
campaign may involve TV impressions recorded against an IP address, display impressions 
recorded against a cookie labelling system, and outcomes such as sales recorded on a client’s 
website or CRM system. The purpose of the ID graph is to draw together and integrate 
observations from all of these separate ID spaces such that the inputs and outputs associated 
with the correct individual or household can be associated. 

Distinct ID spaces pose a challenge to the data scientist’s ability to resolve these variables to the 
underlying entity. Given that the Identity graph is responsible for building the core connecting 
infrastructure that links data observations recorded across different domains, it seems 
important to understand how, and to what extent, coverage, errors and structural biases in the 
Identity graph can create bias in the ultimate analytical product used for measurement and 
attribution. 

In this paper we conduct a series of sensitivity analyses on a regression-based data science 
operation, using data drawn from three different synthetic domains and connected by a 
synthetic Identity graph. We study the impact on the accuracy of the analytical output in the 
presence of varying degrees of biases reflecting common real-world conditions within each 
Identity graph scenario: 

• Sparsity – incomplete connections between domains 
• Inaccuracy – wrongly wired connections between entities across the domains 
• First-party only graphs – graphs that are connected by the output variable 
• Media channel graphs - graphs that are connected by the input variable 

 

Identity Fragmentation 

When a data scientist wants to quantify the impact of one set of variables on another or to 
predict the value of that variable, they often seek to obtain data in the form: 

{(y1, x1),(y2, x2), ...,(yi, xi), ...,(yn, xn)} = {(yi, xi) : i = 1, ..., n} 

where yi is the target or dependent variable, and xi a vector of explanatory variables.  Each pair 
is an observation on an entity i, for example, a household, an image, a city, etc. The subscript i 
implies that each of the yi and xi variables can be mapped to the same underlying entity and 
represented in row form.  

In instances where the events can be integrated into a single ID space, all observations 
associated with i can be grouped and collected into a single record. All events associated with 



Figure 1: A set of events that is resolved to the true underlying ID 

Figure 2: A set of events that remain disconnected from the true underlying ID 

 

the underlying entity can then be used consistently in data science work including analytical 
models. 

 

 

 

 

In the instances where the events cannot be integrated into a single ID space, observations are 
grouped on whatever domain identifier they are associated with, meaning that multiple 
independent and unresolved records may exist for any underlying i.  

 

 

 

 

In many areas of data analytics, this problem traditionally is addressed by data cleaning and 
deduplication [1]. Often addresses need to be standardized, date formats harmonized, and 
region labels reconciled before any real analysis can begin. Typically, some kind of data cleansing 
is possible when the identifiers available were intended to describe the same underlying concept 
or entity but were recorded using a different convention or recorded with errors. For example, 
a name at a given address may have been recorded as John Doe, J. Doe and John D in different 
systems.  Cleansing the data will make corrections to these identity labels using data 
manipulation techniques in addition to data de-duplication.   

In the digital domain, the identifiers available to a data scientist are often not intended to 
provide a literal description of an underlying concept like a name and address but is merely a 
labelling system that was designed to provide unique keys to maintain consistency within a 
particular domain system. In these cases, where the observations available to the data scientist 
are recorded against entirely different identity spaces, no amount of cleaning can reconcile the 
observed identities. For example, a cookie label from one domain can’t be cleaned or 
standardized to be an IP address or even a cookie from a different domain. What is needed to 
solve this problem is an Identity graph that allows the data scientist to look up the observed 



identities and translate them into the common identity space keyed in terms of a true 
unobserved identity. 

Since the ID graph is now responsible for reconciling the various event observations for a 
particular entity across multiple domains, it seems clear that biases and errors in the graph will 
have an impact on the quality of the final analytical results.  To investigate the effect of these 
errors and biases we created a simulation to explore how perturbations to a graph impact a 
simple analytical exercise using logistic regression. 

 

The Simulation 

To investigate the impact of graph biases on attribution we designed an analytical framework 
consisting of 4 main components: 

• A simulated population of software agents, each of which represents a potential 
customer. Each of the customer agents was given a base likelihood of making a 
purchase, the ability to receive an advertising message from each of two different 
advertisers, and the ability to make a purchase when they reached a particular utility for 
the simulated product.  

• A large advertiser with the ability to use two different media channels to deliver 
advertising impressions to the customer agents over time.  

• Two media channels each with the ability to assign its labels to the customer agents 
using an independent label generator. Periodically each media channel can also replace 
the label they use for the customer agents. This process is designed to reproduce the 
real-world conditions in which each media channel uses a different identity space, and 
replace identities due to misallocation, deletion and resets. 

• An identity graph that reconnects the sales label, and the identities from each of the 
media channels to the underlying customer agent. 

 

The simulation process is described in more detail in the inset: Operation 2. The simulation was 
set up to run over 100 time periods (t), and with 100 million individuals (i). Once each simulation 
was complete we assembled a modeling stack consisting of the advertiser impressions and sales 
outcomes, assembled using the identity graph. To analyze the output of the simulation we 
defined two analytical jobs, defined in more detail in the inset box Operation 3: 

• A logistic regression operation that calculated coefficients for the intercept (the base 
likelihood of making a purchase), b1 and an incremental contribution of each of the two 
media channels (X1 and X2). 
 

• An attribution operation that calculated the incremental number of sales attributable 
to the base as well as each of the media channels based on the coefficients calculated 
above and the input dataset. The full, simulated identity graph used was built from 
edges which connect all of the relevant events, the vertices, measured in three identity 
spaces: X1, X2, and Y. The edges link each of the events associated with the underlying i 
– the true identity. 

 



There are two key advantages to using simulated data in this kind of exploration. Firstly, the real 
answer is known, allowing us to benchmark the accuracy of different methodologies against the 
actual data generating process [2]. Secondly, we can examine the impact of counter-factual 
scenarios, allowing us to look at what would have happened under different conditions, in this 
case under different conditions of bias in the identity graph [3]. 

Operation 2: Event Delivery and Sales Calculation 

• Define individual population i 
• Define time periods t 
• Define label generators 

o X1, X2, Sales 
1. For each time period t 

a. For each entity i 
i. Assign X1 impressions and labels 

1. With probability 25% 
a. Request new identifier for individual i from the X1 label generator 

2. With probability 50% 
a. Create an impression delivery event e with entity identifier from the X1 label 

space.   
b. Link event e to underlying entity i 

ii. Assign X2 impressions and labels 
1. With probability 25% 

a. Request new identifier for individual i from the X2 label generator 
2. With probability 50% 

a. Create an impression delivery event e with entity identifier from the X2 label 
space.   

b. Link event e to underlying entity i 
c.  

iii. Calculate sales event based on 

𝑌"# = random. binomial	 0
1

(1	 + 	exp(−(−3 + ∑ 𝑋1"##
#;< ∗ 	2	 +	∑ 𝑋2"##

#;< ∗ 	2))))
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Operation 3: Model Estimation and attribution calculation 

• Recompile the data using the relevant ID graph 
• Estimate the coefficients b1, b2, b3, using a standard solver such as LBFGS to maximize the likelihood function 

§ 𝑝(𝑌"# = 1) = B C
(C	D	EFG(H(ICD∑ JCKLL

LMN ∗	IO	D	∑ JOKLL
LMN ∗	IP))))

Q  

• Calculate the total sales available in the entire dataset 
𝑡𝑜𝑡𝑎𝑙_𝑠𝑎𝑙𝑒𝑠 = ∑ ∑ 𝑦"#Z

#
[
"   

• Calculate the total sales with X1 excluded 
𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑖𝑜𝑛_𝑡𝑜_𝑎𝑙𝑙_𝑒𝑥𝑐𝑒𝑝𝑡_𝑋1		 = ∑ ∑ B C
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• Calculate the total sales with X2 excluded 
𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑖𝑜𝑛_𝑡𝑜_𝑎𝑙𝑙_𝑒𝑥𝑐𝑒𝑝𝑡_𝑋2		 = ∑ ∑ B C

(C	D	EFG	(H(ICD∑ JCKLL
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#
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• Calculate sales attributable to base 
𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑖𝑜𝑛_𝑡𝑜_𝑏𝑎𝑠𝑒																		 = ∑ ∑ B C

(C	D	EFG(H(ICD∑ JCKLL
LMN ∗<	D	∑ JOKLL

LMN ∗	<))))
QZ

#
[
"   

• Calculate sales attributable to X1: 
o total_sales – attribution_to_all_except_X1 

• Calculate sales attributable to X2: 
o total_sales – attribution_to_all_except_X2 

 



Figure 3: Deviations from true 
attributions across base, X1, X2 

The sparse Identity Graph 

 

          

 

The Media Channel Identity Graph 

The sparse identity graph simulation reflects a real-world 
situation in which not all of the domain-specific identity 
labels can be mapped to the true underlying identity. The 
unmapped identities are still indexed by their domain 
labels, leading to the scenario illustrated in Figure 2, in 
which the number of records in the modeling dataset is 
greater than the total number of individuals. 

 



Figure 4: Deviations from true 
attributions across base, X1, X2 

 

          

   

The First-Party Identity 
Graph 

 

          

The media channel identity simulation corresponds with a 
real-world scenario in which the Identity graph is skewed 
to integrate events and sales that have come into contact 
with that media channel’s tracking ecosystem. For 
example, a media channel that is tagging both its own 
advertising and a client’s web page will be able to 
integrate its own media exposure events and sales into 
the same ID space but will not be able to integrate other 
media channels. 

In other words, if X1>0, X1 and Y will be tracked and 
integrated into the same ID space, but if X1=0, no 
integration will happen. 

As the events from media channel X2 are increasingly 
separated from Y, the simulation shows that there are 
three main impacts on attribution.  

1. Attribution to base increases 
2. Attribution to X1 increases.  
3. The attribution to X2 decreases  

 

Because the graph is retained for the X1 and Y events, and 
the simulation randomly distributes X1 and X2 events 
across users, X1 measurement remains relatively 
unbiased. However, from a share of attribution 
perspective, the contribution of X2 is increasingly under-
valued. In the real world, this would lead to a sub-optimal 
allocation of spend across the two media channels. 



   

 

                                                                                            

 

 

 

 

 

  

The first-party identity graph occurs in the real world in 
situations where the advertiser uses sales transaction 
events to synch advertising tracking IDs and site-analytics 
tracking IDs.  

In this case, only successful transaction outcomes can be 
linked back to advertising, any X1 or X2 advertising events 
that do not lead to a transaction –i.e., where Y=0, are left 
isolated as different records in the dataset, identified only 
in their own label space. 

As the degree to which dependency on the transaction 
events to unify the label spaces increases, both X1 and X2 
events that are not associated with a Y=1 event are left 
disconnected from each other and appear in separate 
unresolved records within the dataset. This leads to the 
following biases in attribution as the level of bias in the 
graph increases 

1. Attribution to base decreases 
2. Attribution to X1 increases.  
3. The attribution to X2 increases  

 

In other words, as reliance on first-party data increases, the 
user of the first-party graph increasingly comes to believe 
that all sales are due to advertising



Figure 6: Deviations from true 
attributions across base, X1, X2 

The Inaccurate Identity Graph 

 

          

  

  

Conclusion 

As the degree of inaccuracy increases, the simulation 
showed the following biases in attribution introduced:  

1. Attribution to base decreases 
2. Attribution to X1 increases.  
3. The attribution to X2 increases 



Figure 7: degree and direction of bias in the four scenarios 

The table below summarises the results from the four simulated identity graph scenarios. As 
discussed in this paper, the degree and direction of bias in attribution calculations   varies 
substantially across the different simulated scenarios. 

 

 Base attribution X1 attribution X2 attribution 
Sparse graph ++++ --- --- 
First party graph -- + + 
Media Channel graph ++ + -- 

Inaccurate graph +++ -- -- 

+  over attribution      -  under attribution 

 

When choosing attribution solutions, clients often focus on the analytical methodology used to 
calculate the effectiveness of different media. Our study shows that errors or biases in identity 
graphs have a very substantial impact on the quality of marketing measurement, budget 
allocation, and attribution. Selecting an unbiased identity graph is fundamental in calculating 
accurate attribution as well as media and marketing incrementality. 
   
The study shows that advertisers using media channel-specific graphs are likely to see over-
attribution to the media channel with which the graph is associated, and under-attribution to 
other channels.  In practice, this would result in overspending in that media channel, while 
under-spending in all others, potentially resulting in millions of dollars in lost sales not to 
mention severely inefficient media planning. 
  
Advertisers using sparse or inaccurate graphs are likely to underestimate the importance of 
advertising to their business while becoming over-reliant on a perceived high base of ongoing 
business. Again, this would naturally lead to a reduced spend on advertising, and a resulting loss 
in sales, resources, and budget. 
  
Advertisers who rely too much on their first-party data for identity resolution and ID integration 
are likely to over-estimate the impact of advertising on their business, resulting in an overspend 
on media that is not incremental to sales.  

Because the extent and direction of the measurement errors differ based on the error or bias in 
the identity graphs, it’s critical that marketers implement a measurement solution that is based 
on as complete and accurate an identity graph as possible. That solution should be capable of 
connecting and consolidating the different identities seen in search, display, social networks and 
browser providers – and correcting and controlling for any remaining biases or errors. 

 
For more information on the correlation between identity and attribution please contact 
Neustar by visiting marketing.neustar.  
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